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What is an AI liquid-cooled server

Overview
In two-phase immersion cooling, a server is dunked into a vat of liquid. The liquid
actively boils next to the heat-producing components, cooling them in the process.

Key Takeaways
Liquid cooling is essential for AI servers because it efficiently manages the extreme
heat generated by high-density, power-hungry AI workloads, enabling higher
performance, energy efficiency, and server density.

Why A

I Drives the Need for Liquid CoolingAI workloads, particularly generative AI and large-
scale model training, require servers with multiple GPUs, CPUs, and DPUs, consuming
20 times more power than standard cloud servers and producing proportionally more
heat per server. Traditional air-cooling systems are limited to around 15–25 kW per
rack, whereas modern AI servers can demand 85–250 kW per rack, far exceeding air-
cooling capabilities. This creates a “thermal wall” where conventional cooling cannot
maintain safe operating temperatures, making liquid cooling the only viable solution
for high-density AI environments.

How Liquid Cooling Works
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Liquid cooling systems typically use direct-to-chip cold plates or engineered fluids
that absorb heat from processors and transfer it through a Technology Cooling
System (TCS) loop to a Coolant Distribution Unit (CDU), which then rejects heat to
facility water systems or outdoor chillers. These systems can transfer heat up to
3,500 times more effectively than air, dramatically improving cooling efficiency and
reducing energy consumption. Hybrid approaches may still use air for secondary
components, but liquid handles the majority of thermal load.

Benefits for AI Data Centers

Higher server density: Liquid cooling allows racks to operate at over 120 kW,
supporting more GPUs per rack without overheating. Energy efficiency: Cooling
energy consumption can drop by up to 40%, and water usage can be reduced by up
to 60% when systems are optimized for higher temperature operation. Extended
hardware lifespan: Efficient heat removal reduces thermal stress on components,
lowering maintenance costs and downtime.

Scalability: Liquid cooling enables data centers to meet the surging demand for AI
compute without requiring proportional increases in physical space or power
infrastructure. Adoption TrendsLiquid-cooled AI servers are rapidly gaining adoption.
In 2024, only 15% of AI servers were liquid-cooled, but projections indicate this will
rise to 76% by 2026, driven by the need to support next-generation AI workloads.

While most data centers remain primarily air-cooled, hybrid and fully liquid-cooled
designs are becoming standard for high-density AI deployments.

Conclusion

The relationship between liquid-cooled servers and AI is fundamentally driven by
thermal management challenges.

As A

I workloads grow in complexity and power demand, liquid cooling is no longer
optional—it is a critical enabler of performance, efficiency, and scalability in modern
AI data centers.
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Article Content

Data Center Liquid Cooling: The AI Heat Solution

In two-phase immersion cooling, a server is dunked into a vat of liquid. The liquid
actively boils next to the heat-producing components, cooling them in the process.

Best practices for deploying liquid-cooled servers in AI data centers

Discover liquid cooling best practices for AI data centers, including design,
deployment, maintenance, and sustainability benefits.

Hotter Than a Hot Tub: The 45°C Breakthrough to Cool AI''s Biggest ...

NVIDIA''s newest AI servers can run their cooling liquid even hotter — up to 45
degrees Celsius, or 113 degrees Fahrenheit. That higher temperature limit is
precisely what makes them more energy efficient.

Liquid cooling becoming essential as AI servers proliferate

In data centers with liquid cooling, typically only 10% of racks or fewer are using it.
But as AI workloads are deployed at a runaway pace, liquid cooling is becoming
increasingly popular.

Why liquid cooling will dominate AI data centres in 2026 | Lombard Odier

Liquid cooling is essential for AI-driven data centres, efficiently managing the
extreme heat generated by high-density AI server racks. It offers up to 15% better
energy efficiency and

Liquid cooling in AI data centers: The Complete Guide

Learn about liquid cooling in AI data centers. Our complete guide covers how this
essential technology boosts performance and cuts costs.

Navigating Liquid Cooling Architectures for Data Centers with AI

Many AI servers with accelerators (e.g., GPUs) used for training LLMs (large language
models) and inference workloads, generate enough heat to necessitate liquid cooling.

Answering the top FAQs on AI and liquid cooling

Growing enterprise interest in deploying AI applications is accelerating demand for
liquid-cooled servers. Liquids do a better job than air dissipating heat, and many new
chips being deployed

Data Center Liquid Cooling for AI Workloads (2026) · KAD
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Liquid cooling is no longer optional—it is now a baseline requirement for modern AI
data centers. By 2026, liquid cooling adoption in newly built facilities has climbed to
approximately 22%,

Liquid Cooling for AI Data Centers Explained

In this article, we''ll explain how liquid cooling works, why AI is driving its adoption,
the different types of liquid cooling systems, and how these systems integrate with
the facility''s

Why Liquid Cooling Is the New Standard for Data

Discover why liquid cooling is replacing air systems in modern data centers. Explore
its role in AI workloads, energy savings, and sustainability in

NVIDIA Rubin: 45°C Cooling, Near-Zero Water · iCharles

NVIDIA''s Vera Rubin platform is the world''s first 100% liquid-cooled AI server
architecture, running coolant at 45°C with zero fans. Every cloud provider building
Rubin

Supermicro (SMCI) Joins Nvidia Vera Rubin Launch With Liquid Cooled AI ...

Super Micro Computer (NasdaqGS:SMCI) has been named a global system builder and
launch partner for NVIDIA''s new Vera Rubin NVL4 AI platform. The company unveiled
next

AI Datacenter Liquid Cooling TCO: Cold Plate vs CDU Cost Models

Explore AI datacenter liquid cooling TCO: Cold Plate, D2C, and CDU cost analysis.
Covers 48V, GaN, SiC, and PUE impact on procurement.

NVIDIA Blackwell Server: Specs, Power and Capabilities

Inside NVIDIA Blackwell server: the B200 and B300 GPUs, GB200 NVL72 rack, FP4
compute, NVLink fabric, and power these AI systems demand.

JetCool Launches Liquid-Cooled Dell AI Server Solution

JetCool introduces a liquid-cooled Dell PowerEdge XE7745 server, enabling high-
density AI deployments with improved cooling, efficiency, and scalability.

MSI Showcases Liquid-Cooled AI Infrastructure, NVIDIA MGX,

The lineup spans liquid-cooled ORv3 rack-scale architectures for high-density AI
infrastructure, NVIDIA MGX platforms for scalable AI training and inference, DGX
Station desktop AI

From air to AI data center liquid cooling in 2026
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Introduction AI is rewriting the thermal math inside data halls. The shift isn''t just
“hotter chips.” It''s sustained, rack-level heat loads that make airflow and fan power
the limiting factors long

Contact Us

Continue your research online:

Website: https://ensaa.es
Technical inquiry: https://ensaa.es/contact.html

This document is for preliminary research. Verify specifications against current
standards, product documentation and project requirements.
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